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Abstract

The following thesis explores the stellar populations of Early Type galaxies, and in

doing so develops a viable method by which to identify ex-situ stars in both spatially

resolved and unresolved galaxies. Using simulated data from the EAGLE simula-

tions, this thesis first lays a theoretical groundwork for the subsequent chapters by

building predictions of ex-situ fraction in galaxies according to galaxy mass and size,

as well as more readily observable properties such as surface brightness. Following

this, the focus shifts to observational datasets of galaxies. The basics of a method-

ology with which to extract ex-situ fractions of galaxies is tested on MUSE data of

NGC 7135, finding increases in ex-situ fraction with radius, in line with predictions

from the EAGLE simulations. This methodology is improved upon and expanded

in order to map the ex-situ populations present within 13 galaxies observed with

MUSE. These are shown to display an increase in ex-situ fraction with mass and

radius, with high gradients of increase in ex-situ material for the most massive and

most extended galaxies. A similar methodology is finally applied to a large statis-

tically representative sample of spatially unresolved galaxies from the SDSS survey.

This provides a lower galactocentric resolution view of the mass size plane but with

a vastly improved sample size. With this study it is demonstrated that the smaller

MUSE sample is a representative sample of galaxies and accurately demonstrates

changes in ex-situ fraction with average galaxy mass and size. The results found in

the chapters point to evidence of the ‘two-phase’ scenario of galaxy formation, and

present means to explore this further observationally.
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Chapter 1

Introduction

1.1 The Early Universe

Galaxies are some of the most immense and beautiful objects in the Universe, and

yet they grew from unimaginably small quantum 
uctuations in space. Immediately

after the Big Bang, and during the �rst picoseconds of the Universe, small quantum


uctuations rendered the material of the universe inhomogeneous and anisotropic

on all but the largest scales. These seeds of ever-so-slight di�erences in space be-

came 
uctuations in the density of primordial material. Over-densities were able to

collapse due to gravitational dominance, forming the �rst galaxies. These areas con-

tinued to collapse and to collect baryonic matter, forming the large-scale structure

of the universe.

Such structure has been revealed by galaxy redshift surveys such as the 2dF

Galaxy Redshift Survey (Colless et al. 2003) and the Sloan Digital Sky Survey

(SDSS) (York et al. 2000), which have built maps of vast areas of the observable

Universe, and have revealed immense structures across the cosmos. These structures

were hinted at initially by a gargantuan void discovered in Bo•otes (Kirshner et al.

1981), and then backed up by further structure discovered during the 1980's (see

Rood (1988) for a review of voids and other features discovered before the advent
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CHAPTER 1

of large galactic redshift surveys). From the galactic redshift data, �lamentary

structure quickly became apparent. Evidence for the 
uctuations that built these

structures can be seen especially well in measurements of the Cosmic Microwave

Background Radiation (CMBR) (Ade et al. 2016). This radiation traces structure

that was present at the time the Universe became transparent to radiation (� 370,000

years after the Big Bang, z=1100). As matter recombined and became distributed

enough to allow radiation to propagate, photons were free to radiate. These same

photons are the ones imaged by CMBR surveys, and thus this is considered to be a

`baby picture' of our Universe.

Slight di�erences in density were exacerbated over time, with dark matter (DM)

acting under gravity, collapsing to areas of higher density and decoupling from the

expansion of the universe (Hawking & Ellis 1973). Unlike baryonic matter, DM does

not interact electromagnetically and as such during the time of matter and radiation

equivalence, DM was able to collapse. Baryonic matter being equally as susceptible

to gravity was then drawn into these gravitational wells after recombination. Bary-

onic matter however is able to dissipate energy via radiation, thus allowing it to

collapse to much denser scales. After the initial recombination in the early universe

there was a long dark period without stars, lasting until� 200 or 300 million years

after the Big Bang. With the universe now transparent to radiation, gas further

cooled, �nding it increasingly e�cient to coalesce into the vast gravitational wells

already organised by collapsing DM, transitioning the universe to matter (rather

than radiation) dominated. The �rst stars (and so we can assume galaxies) formed

when the universe was around 400-700 million years old (Lewis et al. 2016). This

would continue with the `rich becoming richer' due to an increased gravitational well

likewise increasing in
uential range and power of attraction. This baryonic action

would become the birthing grounds for the �rst galaxies.

This star formation continued increasing until approximately� 3.5Gyr after the

2



CHAPTER 1

Big Bang (Madau & Dickinson 2014). The universal star formation rate (SFR)

peaked at 3.5Gyr, or z� 1.9, and has been declining ever since. This indicates that

we have missed the party and are currently within a decreasing SFR period. This

is perhaps odd considering observations show there is an abundance of pristine and

recycled gas remaining in the interstellar and intergalactic mediums (ISM, IGM)

available to be converted to stars.

The widely adopted cold dark matter model of the universe points to a hierar-

chical assembly of matter. This describes a Universe in which small structure �rst

forms, then coalesces to form larger structures, further increasing the in
uence of

the gravitational well. For baryonic matter however this does not scale perfectly

with dark matter density due to the e�ects of feedback from various sources such as

active galactic nuclei (AGN), supernovae and radiation pressure from star formation

which can interact with baryons, disrupting movement and preventing an increase

in baryonic density. These e�ects result in galaxies which can have entirely di�erent

morphologies depending on the local environment, timescale of gas infall, and galaxy

mass.

One suggestion of the hierarchical growth model is that galaxy merger rates are

expected to decline as the universe ages, as has been observed (see e.g. Shankar

et al. 2015). Extrapolating backwards we expect to see that mergers were more

frequent early in the universe, an e�ect which is exhibited in deep images such as the

Hubble ultra deep �eld, in which a much higher percentage of galaxies appear to be

interacting or to be recently disturbed (Beckwith et al. 2006). A further prediction

of this is that the stellar populations of Early Type galaxies, which have often been

without star formation for billions of years, should consist of vast fractions of ex-situ

stars; stars which originated in other galaxies, but have then been `cannibalised' by

larger galaxies during galaxy mergers.

3



CHAPTER 1

1.2 Early Type Galaxies

When Edwin Hubble attempted to classify galaxies morphologically, he did so with

his now famous `Hubble Tuning Fork' diagram. In this classi�cation scheme, galaxies

were separated into the `Early Type Galaxies' (ETGs) and `Late Type Galaxies'

(LTGs). LTGs encompass those galaxies that show beautiful large scale structure,

such as spiral arms and bars, whilst ETGs show smooth elliptical isophotes and little

or no organised substructure (Hubble 1926). Though modern de�nitions of ETGs

have advanced, the fundamental divisions of galaxy by visual morphology hold.

ETGs are characterised as galaxies that most commonly consist of very old stellar

populations compared to spiral galaxies which are more frequently associated with

younger stars and active star formation at z=0. The stellar populations of Early

Types are also kinematically distinct, with velocity dispersion found to be a much

more signi�cant method of support in comparison to spirals.

The Early Type classi�cation includes elliptical and S0 type galaxies. Literature

largely agrees that many if not most S0 galaxies are spirals which have been starved

of gas (Barr et al. 2007; Cortesi et al. 2013). This is supported by Hubble Space

Telescope observations revealing that spirals are far more common (by a factor of

� 2-3) in distant clusters than nearby ones. As a general rule, S0 galaxies become

much rarer with greater distance (Fasano et al. 2000). The implication of this is a

transition over time of spiral types to S0s in which star formation e�ectively halts.

However, at present there is no consensus in the literature as to the cause of the

truncation of star formation in spiral galaxies.

1.2.1 History of Observation

The classi�cation of galaxies as `late-' and `early-' types is a well known misnomer.

The original classi�cation by Hubble came from his belief that galaxy types rep-

resented a smooth transition from the apparently unstructured ellipticals, to the

4



CHAPTER 1

Figure 1.1: A view of the so called `Hubble Tuning Fork', displaying the basics of
galaxy classi�cation as de�ned in Hubble (1927). Early types are shown on the right
of the diagram under the `Ellipticals' heading. This encompasses the morphological
types from E0 to S0. The right hand of the diagram shows two prongs of the tuning
fork. These are the Late Types, encompassing spirals, both barred and non-barred.
Credit: NASA and ESA
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marginally structured S0 type galaxies (these were undiscovered in Hubble's classi-

�cation era but were hypothesised by himself), and �nally on to the well structured

spirals and barred-spirals. Upon viewing this apparent transition between galaxy

types, Hubble hypothesised that ETGs evolved throughout their lives, becoming

closer to spiral galaxies over time (Hubble 1927).

It is now understood that any temporal hypotheses regarding the Hubble tuning

fork are mistaken, as evolution to spirals or elliptical are fundamentally di�erent

branches in a possible evolutionary tree, rather than the beginning and end points

of the same branch; and though there may be transition between types, this is by no

means a linear and irreversible timeline. The Hubble tuning fork was subsequently

found to represent an excellent demonstration of the separation of galaxies by ro-

tation, rather than age. The nearly rotationless ellipticals give way to S0 galaxies

with embedded rotating disks, and �nally to fully coherent rotation found in spirals.

Ideas regarding galaxy rotation emerged slowly in the decades following Hubble

with the use of long-slit spectroscopy. This allowed the determination of rotation

curves for both spiral and elliptical galaxies alike.

1.2.2 Classi�cation and Kinematics

The light distributions of Early Type Galaxies are frequently described by their

Sersic pro�le (equation 1.1) (Sersic 1968). This function is able to characterise the

variation in intensity of a galaxy from the core to some given distance from the

centre. The resultant Sersic index `n' that best �ts a given galaxy can be tied to

important galaxy kinematic parameters such as strength of an embedded disk as

well as fundamental characteristics such as total galaxy luminosity. Variations in

this pro�le can be used as diagnostic properties for galaxy formation history such as

higher than expected central intensity of a galaxy, a likely result of a `wet' merger

event causing a rapid and dense starburst event (Kormendy et al. 2009).

6
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The Sersic equation is represented as follows:

I n (R) = I eexp

(

� bn

" �
R
Re

� 1=n

� 1

#)

; (1.1)

bn � 2n � 0:324 (1.2)

whereI e is the intensity of light at the e�ective radius (Re), representing the radius

at which half the total light of the galaxy is enclosed. The variablebn is derived

from n though the �tting formula shown in equation 1.2 (Ciotti 1991) (or by similar

formulae) and is commonly used with a fractional error of less than 0.001 within the

expected range for the Sersic index (1< n < 10) (Ciotti & Bertin 1999).

Galaxy colour can also be considered a proxy for morphological type. The colour

of a galaxy shifts on average from redder on the ETG side of the Hubble sequence,

to bluer on the LTG side. This is highly visible in a colour magnitude diagram of

galaxies, akin to the stellar HR diagram, but for galaxies. This shows how galaxies

can be largely separated into two groups, namely the `Red Sequence' and the `Blue

Cloud', which respectively contain the Early Types and the Late Types.

The dividing area between the two regions is known as the green valley (see

Figure 1.2). This area represents a transition between the two galaxy types and is

an area of particular ongoing study. Work on speci�c green valley galaxy examples

has highlighted how these objects can represent a change in galaxy star formation

patterns. This is demonstrated for example in Thilker et al. (2010) wherein NGC 404

is shown to have had a recent star formation event likely caused by merger-induced

rejuvenation. This has pushed the galaxy away from the red sequence and further

towards the blue cloud galaxies. Thus the green valley can be seen as a region of

galaxies undergoing signi�cant changes, and the transition zone between the red and

blue clouds.

The cause of the colour shift along the Hubble sequence is mostly the result of

7
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Figure 1.2: View of the galaxy u-r colour-mass diagram of SDSS galaxies from
Schawinski et al. (2014). Galaxies of Early or Late Type generally separate into
two distinct regions, however a region of ambiguity (shown between two green lines)
represents an overlap in these separate galaxy types. Notably, both Early and Late
Type galaxies can be found across the entire general galaxy distribution, showing
that purely cutting a sample either below or above the green valley is insu�cient
for limiting to a single galaxy type.
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mean stellar age, with metallicity and extinction also a�ecting the colour. Early

types are dominated by old stars with naturally redder colours. This is in contrast

to spiral galaxies and other LTGs which consist of a far higher fraction of younger

luminous blue stars which outshine the more massively dominant underlying older

populations.

A further possible means of division of galaxies is by using speci�c quantities

such as mass and size. These galaxy values are amongst the most important factors,

as almost every galaxy quantity can be correlated in some way to mass and/or size.

For this reason it can be instructive to view galaxies on a `mass-size' plane. This

arranges galaxies two dimensionally with a diagonal increase in galaxy density.

The present day size and mass of a galaxy is highly dependent on the spe-

ci�c galaxy history and assembly. Depending on the rates and longevity of star-

formation, which themselves are dictated by abundances and availability of fresh

gas, initially similar galaxies can evolve to highly divergent �nal masses and densi-

ties. As such, the �nal position of a galaxy on the mass-size plane can be used as a

means of separating di�erent assembly paths and evolution to the �nal state. It is

for this reason that other quantities are often found embedded in galaxy mass-size

correlations. Rate of stellar accretion, chemical abundances and kinematics are all

found to have mass-size correlations as a result of assembly history (Li et al. 2018;

Rosito et al. 2019).

The assembly history of a galaxy will also leave lasting imprints on galaxy kine-

matics, with merger history and local environment heavily a�ecting present day

kinematics (Hung et al. 2016; Pelliccia et al. 2019; Nevin et al. 2021). This has been

shown very clearly in our own Milky Way with data from GAIA, that has evidenced

historical mergers by examining tell-tale signatures of merging in Milky Way stellar

kinematics (Mackereth et al. 2019; Wu et al. 2021).

Amongst the most important kinematic components for galactic archaeology are

9



CHAPTER 1

velocity (V), velocity dispersion (hereafter referred to as� ), and the Gauss-Hermite

moments. After accounting for the expansion of the Universe, the velocity compo-

nent is used to study aspects such as rotation and counter rotation. Disruption in

the gas kinematics of galaxies can provide key indications of merger events. One of

the most readily identi�able signatures of a past or ongoing galaxy merger is the

presence of counter rotating components, with up to 40% of S0 galaxies displaying

counter rotation of stars (Rubin 1994; Davis et al. 2011; Coccato et al. 2015; Bas-

sett et al. 2017). The velocity dispersion, or� , is also a key component in galaxy

kinematic studies, playing an especially prominent role in the study of elliptical

galaxies. � measures the dispersion value of stellar velocities represented within a

spectrum. As ETGs are primarily supported by stellar dispersion (as opposed to

ordered disks) the peak value of� can be used as a proxy for stellar mass as dic-

tated by the Virial theorem. This value is closely tied to the galaxy dark matter

halo (Zahid et al. 2018). Finally the Gauss-Hermite moments represent di�erences

in the velocity map with respect to the mean. For instance the values of the h3

moment is representative of the `skewedness' of the velocity from the mean. This is

highly useful for determining areas that are rotating at a di�erent expected velocity,

even if that velocity is in the same general direction as the mean. For instance,

this would be useful for identifying an embedded stellar disk rotating faster than

the surrounding stars. The h4 moment represents the kurtosis of the velocity. This

identi�es how narrow or broad the velocity distribution is with respect to a normal

Gaussian pro�le.

1.3 Galaxy Accretion

The dominant tool for exploring galaxy accretion in the past decade has been

through the use of simulation. Simulators have a `God's eye view' of stars passing

between galaxies, and can view this temporally; a luxury not a�orded to observers.
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Figure 1.3: Kinematic views of the galaxy NGC 1380 derived from MUSE data
(details in Chapter 4). Panels show velocity, velocity dispersion (� ), and two Gauss-
Hermite polynomial moments h3 and h4. One can see an ordered rotation across the
galaxy in velocity, with the transition from the advancing components to receding
components about the galaxy centre. The� map shows a clear galaxy core with
higher velocity dispersion, with� decreasing with radius. The h3 component shows
the asymmetric deviation from the Gaussian value, whilst h4 shows the symmetric
deviation (i.e. the kurtosis) from the Gaussian value.
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As such, simulations o�er an unobstructed view into the quantities and locations

of ex-situ stars in any simulated galaxy. This has lead to remarkable insights into

galaxy formation, including the development of the `two-phase' scenario of galaxy

formation.

The `two-phase' scenario provides a view of galaxy formation in which a dense

in-situ core is built up at high redshift (Oser et al. 2010). Over time, this core can

accrete stellar material from less massive galaxies through both galaxy mergers and

tidal stripping. This forms the ex-situ component of stars, and rapidly becomes the

dominant source of mass growth for the most massive galaxies, overtaking in-situ

star formation in the core (Trujillo & Pohlen 2005; Auger et al. 2011; P�erez et al.

2013; Van Der Burg et al. 2015).

In- and ex-situ classi�cations separate stars into two groups. Those formed

within the main progenitor branch host (in-situ), and those formed in other galaxies

which are then stripped and accreted onto the host (ex-situ). Simulations have

shown that high mass galaxies of mass> 1011M � are composed of signi�cant fractions

of ex-situ stars, with fractions up to 90% (Rodriguez-Gomez et al. 2016). This high

fraction is indicative of frequent or massive merger events in the past.

Whilst the accreted stars can usually be found throughout the galaxy (and can

be expected to be found in all regions of massive galaxies), ex-situ stars maintain

more extreme orbits post merger event, and therefore can preferentially lie in the

outer regions of the galaxy (Van Dokkum et al. 2014; Pillepich et al. 2015). This

picture is far from clear, and evidence suggests that many factors can a�ect the

locations of ex-situ stars in a galaxy, such as the relative angles of galaxy mergers

and the mean direction of angular momentum (Bassett et al. 2017; Karademir et al.

2019).

Whilst simulations have dominated the conversation regarding galaxy accretion

history, there are many discrepancies between models. Di�ering subgrid physics
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and especially controversial parameters such as feedback values seem to a�ect the

ex-situ fractions of galaxies and the transition radius (see e.g. �gure 3 of Rodriguez-

Gomez et al. 2016). Whilst modern simulations almost entirely agree that there

is an increase in ex-situ fraction with galaxy mass, and with galactocentric radius,

the magnitudes of these trends are still debated (Pillepich et al. 2015; Pulsoni et al.

2020; Davison et al. 2020; Remus & Forbes 2021). It therefore falls to observation

to constrain the ex-situ fractions of galaxies, and to con�rm or deny the �ndings

from simulation.

For many years, simulations and observations have pointed to huge amounts of

interaction between galaxies (e.g. Lacey & Cole 1993, 1994; Lotz et al. 2011). In the

majority of galaxies examined through deep imaging, large scale structure can be

found at large radii, suggestive of tidal events, interactions, and merging (Duc et al.

2015; Kado-Fong et al. 2018; Hood et al. 2018; Mancillas et al. 2019; Rampazzo

et al. 2020; Kluge et al. 2020; Martinez-Delgado et al. 2021). Even in our own Milky

Way we �nd evidence of stellar streams originating from satellite galaxies currently

being consumed by our Galaxy (see e.g. Belokurov et al. 2006; Bernard et al. 2014;

Shipp et al. 2018; Malhan et al. 2018).

In a perfect observational method, stars could be identi�ed as in- or ex-situ for

a given galaxy in the same way as for simulation. This would require obtaining

imaging or spectroscopy of spatially resolved stars throughout the target galaxy.

Technological constraints prevent this currently for all but the nearest galaxies,

and even then only for outer regions where stars are more easily distinguishable

(Dalcanton et al. 2012; Johnson et al. 2013; Lewis et al. 2015). To obtain any

view of general galaxy evolution we must seek a far larger sample than only the

nearest few galaxies, and therefore we must move beyond galaxies in which stars are

resolved. This presents issues as any spectrum taken from a portion of these more

distant galaxies will contain the summed light from both in-situ and ex-situ stars,
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rendering classi�cation of individual spectra meaningless. In order to quantify the

ex-situ populations in a given area of galaxy, we must be able to separate a spectrum

into its constituent component spectra.

The complexities and degeneracies of decomposition of spectra have lead to a

number of alternative methods to estimate the locations and quantities of ex-situ

stars. Aspects such as the Sersic �t of galaxy light, metallicity pro�les, and kinematic

pro�les have all been investigated as a means of exploring accreted populations.

One particularly pursued quantity is the location of the `transition radius'. This

marks the point at which the mass or brightness (depending on de�nition) of ex-

situ stars becomes greater than that of the in-situ stars (Arnold et al. 2011; Huang

et al. 2013a; Oyarz�un et al. 2019; Gupta et al. 2020). These methods provide key

insights into likely relative ex-situ fractions between galaxies, but fall short in central

regions of galaxies where even multiple Sersic �ts fail to accurately reproduce the

light pro�le (dos Reis et al. 2020). Furthermore, some studies suggest that the

transition radius is a poor proxy for quantifying ex-situ stars and their locations,

as galaxies can sometimes show multiple transition radii (Remus & Forbes 2021),

and literature estimates of the standard transition radius can range wildly even

at �xed mass. In Remus & Forbes (2021) the authors demonstrate that between

the Illustris, IllustrisTNG, and Magneticum simulations, the transition radius for a

galaxy of stellar massM ? = 1011M � can range between 0 and> 8re (see Figure

1.4).

Evidence for the two-phase galaxy assembly process also comes in the form of

the observed bimodality of globular star clusters (GCs) in colour and metallicity.

Examination of the distribution and orbits of GCs has shown that the two GC

sub-populations typically found around massive galaxies may be associated with

the two phases; redder metal-rich GCs with the in-situ burst of formation in the

main progenitor, and bluer metal-poor GCs with the later accretion of lower mass
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Figure 1.4: Figure from Remus & Forbes (2021) showing the transition radius of
Illustris galaxies. Galaxies are separated into classes and shown as di�erent colours
according to the galaxy transition radii. Class B galaxies (orange diamond) are
accretion dominated from the centre outwards. Class C galaxies (blue diamond) are
`classic' pro�les with accreted fraction increasing and dominating at some radius
away from the core. Class D galaxies (cyan diamond) show two transition radii, the
inner radii are shown as open diamonds, the outer radii are shown as �lled diamonds.
Class E galaxies (yellow diamond) show roughly equal distribution of ex-situ and
in-situ stars throughout the galaxy radial pro�le. Dashed black lines and shaded
areas show the results from the Illustris simulation (Rodriguez-Gomez et al. 2016),
and the dashed pink line and shaded area are the results found for Illustris-TNG
(Pulsoni et al. 2020).
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galaxies hosting lower metallicity GC systems (e.g. Forbes et al. 2011; Romanowsky

et al. 2012; Pota et al. 2015; Beasley et al. 2018; Kruijssen et al. 2018; Fahrion et al.

2020). GCs are found to display colour bimodality in nearly every massive galaxy

system studied (Brodie & Strader 2006; Peng et al. 2006). Merging low-mass systems

frequently produce GCs of low-metallicity, in stark contrast to in-situ metal rich GCs

(Choksi et al. 2018; Forbes & Remus 2018). Hence, these GC properties can be used

to diagnose both merger history as well as gradients of ex-situ fraction (Forbes et al.

2015; Kruijssen et al. 2018; Mackey et al. 2019), however this is complicated by

uncertain mappings between colour and metallicity, and uncertain ages of old GCs

in systems outside the Local Group.

1.4 Spectral Analysis

A galaxy spectrum can be considered as the sum of the spectra of all its stars,

with modi�cation by dust and gas within the galaxy, between the galaxy and the

detector, and including skylines and other atmospheric alteration if the detector

is on Earth. The speci�c ingredients to build that exact spectra are unique and

extraordinarily complex. As a result, there are huge di�culties in decomposing a

galaxy spectra into its constituent individual stellar spectra, dust, and gas emission

components. Perhaps most di�cult of all is the high degree of degeneracy, with many

possible combination of di�erent stellar spectra able to reproduce a galaxy spectra

at current spectral resolutions and sensitivities. This was a problem especially for

earlier techniques of population decomposition in which colours were used as a means

of determining galaxy age and population. Galaxy colour changes both with age

and metallicity through a non-exclusive function, meaning the quantities of age and

metallicity are highly degenerate with colour. As such, if viewing the evolution

of a star in a 2D plane of optical colours (such as R-I against B-V), one will �nd

positions in the colour diagram that represent a multitude of overlapping ages and
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metallicities along the evolutionary track.

One current popular method by which to decompose a galaxy spectrum and

to avoid much of this colour degeneracy is to �t single stellar population (SSP)

models to a spectrum. SSPs represent the spectrum from a stellar population with

a single age and single metallicity. By combining a weighted grid of SSPs covering all

possible stellar ages and metallicities, one should theoretically be able to reproduce

the spectrum from a galaxy. This is shown in a simpli�ed form in Figure 1.5. The

di�cult arises in correctly identifying the weight of all SSPs in the grid to reproduce

the spectrum.

This can be pictured as the sound from an orchestra. What we may hear in total-

ity as Beethoven's Symphony No.5 in C minor is really the coalescence of woodwind,

brass, stings and percussion. Not only that but each instrument section may have

di�erent weights of instruments such as 3 trombones and 1 contrabassoon and any

number of violins. Each instrument gives its very own sound to the piece, with more

or less quantities of a speci�c instrument leading to a greater or lesser dominance of

the total sound. In hearing the orchestra together we appreciate the entire summed

sound from each instrument, in the same way we see a galaxy as the summed light

from its stars. If we know the exact sound pro�le produced by each instrument,

we can guess which combinations of each pro�les will produce the �nal total mu-

sic. When the right combination of instruments, and number of each instrument is

found, the reconstructed and the original sound pro�les will match almost precisely

(providing the instrument sound pro�les are accurate and there are no defects or

noise in the recording).

When dealing with galaxies, there are far more components (SSPs) than for

an orchestra, and therefore far more possible combinations. The combination of

weighted component SSPs can be estimated via a linear least squares method. This

is the method of full-spectral �tting used throughout this thesis, particularly using
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Figure 1.5: A demonstration of the summation of SSP models to produce a �nal
spectrum. The �gure shows four example SSP models in grey, with SSP models
representing older ages seen in the �rst two panels, and SSP models representing
younger ages seen in the central two panels. The lower panel shows the resultant
weighted sum of a number of SSP models in red, �t to an input spectrum shown in
black. Real combinations of models would use variable amounts of multiplicative and
additive models and would vary the input weights. Furthermore, other ingredients
would be considered to treat sky lines and gas/dust emission. The �rst two spectra
are both from old populations, the �rst with a higher metallicity and the second
with a lower metallicity. The third and fourth spectra are from young populations,
the third with a lower metallicity, and the fourth with a higher metallicity.
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the existing full spectral �tting software Penalized PiXel-Fitting (pPXF) described

in Cappellari & Emsellem (2004) and upgraded in Cappellari (2017).

The pPXF method described by Cappellari (2017) generalises a galaxy spectrum

as a product of model stellar spectra, convolved to match the galaxy line-of-sight

velocity distribution, and combined with orthogonal polynomials and sky spectra.

This is described as:

Gmod(x) =
NX

n=1

wn

(

[Tn (x) � L n (cx)]
KX

k=1

akPk(x)

)

+
LX

l=0

blPl (x) +
JX

j =1

cj Sj (x)

(1.3)

where Tn is the N number of templates used in the �tting, x are the spectral

elements, and . Each is adjusted according to the line of sight velocity distribution

(LOSVD) represented byL n . These can be optionally multiplied by multiplicative

orthogonal polynomials of order K and then again optionally added to by additive

polynomials of order L. Finally to complete the observed spectrum, sky spectra (Sj )

can be introduced if necessary. In theory this should well reproduce a given galaxy

spectrum.

The software pPXF estimates the correct combination of weighted templates to

reproduce an input spectrum using a maximum penalized likelihood approach. An in

depth description of this can be found in Cappellari (2017). One advantage of pPXF

over other available software is the well implemented optional use of regularisation.

Regularisation o�ers a way in which to physicalise the solution obtained by full

spectral �tting. By de�nition the acquisition of a solution from �tting models is an

ill-posed inverse problem. A result of this is that many degenerate solutions can

be found to provide an apparent solution to the spectral �t. Regularisation aims

to reduce the impact of these degenerate solutions, by �nding a smooth solution

19



CHAPTER 1

amongst the degenerate noisy solutions. Nonphysical solutions will often show strong

weights in highly localised templates at apparently random positions on the age-

metallicity grids. We know this to be nonphysical as galaxies will evolve according

to age-metallicity relations and show a spread of ages and metallicites over a greater

area than the grid resolution. Furthermore, the reasonable error associated with

estimations of populations are larger than these noisy grid pixels; even a true rapid

star formation event would be seen as a reasonably broad population spread with

current methodology.

Regularisation chooses the smoothest solution up to a limit de�ned by the regu-

larisation parameter. If regularisation is handled correctly, the �nal solution should

in theory be the most physical amongst many apparently equally valid solutions.

One also has to consider the e�ects of over-regularisation in which the solution can

be too smooth. This results in a loss of resolution regarding changes in age and

metallicity and therefore can hide events such as star-bursts or rapid accretion.

Using a population map of a galaxy derived from full spectral �tting, we are able

to harness the age metallicity relation (AMR) to identify accreted stars. Galaxies

exhibit a clear age metallicity relation (Twarog 1980; Carraro et al. 1998; Layden &

Sarajedini 2000) due to supernovae injecting higher metallicity material into the ISM

and the resultant gradual enrichment of the galaxy. By pulling out fractional popu-

lations of stars, those with discontinuities in metallicity from the original progenitor

group become distinct, as they lie away from the AMR. Stars which lie out of the

AMR are most likely to have formed in another galaxy under di�erent metallicity

environments and have been merged or stripped onto the host galaxy. Alternatively,

these could be stars formed in-situ from gas stripped from galaxy 
y-bys. Stars born

of the accretion of new gas (a so called wet merger) are roughly as distinct and sep-

arate from the AMR, though such stars are virtually indistinguishable from ex-situ

stars of the same source despite being truly in-situ.
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Using ex-situ fractions, one can theorise formation mechanisms of galaxies. For

example, Early Types with high fractions of ex-situ stars have likely been perturbed

by the constant harassment and merging of galaxies, and as such have lost gas from

the ISM into the IGM or ICM.

1.4.1 Stellar Models

Single-age, single-metallicity stellar populations (SSPs) are spectra representing

stars of a speci�c age and metallicity. SSPs are a product of understanding both

the evolution history and the spectra of stars of all size, ages and types. Whilst

many complex caveats can a�ect the spectra of a star, the spectrum at any time is

essentially a function of mass and initial composition. To model the spectra of a

star using known inputs we must use three basic properties. These are the Initial

Mass Function (IMF) which describes the distribution of stellar masses; the expected

evolutionary paths of stars dependent on their initial mass and composition, given

in the forms of stellar isochrones; and the stellar spectral libraries describing the

expected spectra at various ages and metallicities.

The stellar spectral libraries are themselves produced as a function of stellar

metallicity, surface gravity, and e�ective temperature. The resultant SSP model

can be described as:

f SSP (t; Z ) =
Z mup (t )

m lo

f star [Tef f (M ); logg(M )jt; Z ] �( M )dM; (1.4)

Where f SSP is the output SSP spectrum,M is the stellar initial mass, � (M) is

the IMF, and f star is the stellar spectrum.

One of the most commonly used empirical stellar spectral libraries with which to

build SSP spectra from are the Medium resolution INT [Isaac Newton Telescope] Li-

brary of Empirical Spectra (MILES) (Falc�on-Barroso et al. 2011). These models use
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a combination of both photometric libraries and stellar spectra to produce high reso-

lution spectra using the prescribed ingredients (such as surface gravity and e�ective

temperature). Empirically derived spectra o�er numerous bene�ts compared to the-

oretically derived spectra. They are real observed quantities, and therefore exactly

follow the physical outputs of stars, even for aspects that are not fully understood

such as complex convection processes. They are however subject to observational

errors and complications such as sky-lines and o�set calibrations. Furthermore, the

constructions of such libraries are at the statistical mercy of local populations, with

some locally rare stars being poorly or not at all represented in a library. The

MILES spectral library is considered amongst the most complete spectral libraries

with over 985 stars used to provide spectra. Despite good coverage, all empirical

spectral libraries struggle to provide spectra from metal poor young stars (< 1Gyr)

and metal rich older stars, as a result of the scarcity of these stars in the Milky Way.

As such full spectral �tting with empirical spectral alone can provide a poor insight

into young populations.

In Vazdekis et al. (2010), the authors are able to mitigate some of these issues by

interpolation of models across the Hertzsprung-Russell (HR) diagram. The authors

use stellar evolution isochrones in order to build a high resolution set of stellar spec-

tra using the MILES models as a base. Thus the authors build spectra representing

a grid of stars ranging from 0.06 to 18Gyr, and with a metallicity range of +0.22 to

-2.32 [Fe/H].

Isochrones are used to track the expected evolution of any given star across the

HR diagram. Numerous descriptions of isochrones have been presented in literature,

all claiming to demonstrate a more accurate modelling of stellar evolution than the

other (Pietrinferni et al. 2004; Pietrinferni et al. 2006; Cordier et al. 2007; Dotter

et al. 2008; Marigo et al. 2008; Percival et al. 2009; Pietrinferni et al. 2009; Salaris

et al. 2010; Bressan et al. 2012; Morton 2015; Spada et al. 2017). Truthfully no
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model of an isochrone will perfectly capture the evolution of all stars, due to small

complexities in evolution that can adjust the path taken across the HR diagram.

One example of this would be the existence of binary systems. Close binary pairs

can adjust properties over a lifetime through mass transfer, meaning an assumed

initial mass will give only approximate results (Conroy et al. 2009a; Li & Han 2008).

Rotation of a star alone can strongly a�ect the surface gravity of a star, and binaries

again play a part in changing the rotation of a star through tidal interaction. Ro-

tation causes further problems in assumed starting quantities, as rotation can mix

stellar material to a higher degree, supplying the stellar core with lighter elements

and sustaining the lifetime of a star (Shaviv & Salpeter 1973; Claret & Torres 2016).

These are examples of some of the simplest complications, and as such no isochrone

model to date can accurately account for the complexities of stellar evolution.

Despite these caveats, stellar isochrones are able to give a general overview of

stellar evolution. Especially for large samples of populations (such as in galaxies)

many of the inconsistencies are smoothed out by a majority consensus of stars that

follow the expected isochrones to a close degree. Two of the most frequently used

isochrones are the Padova isochrones (Bressan et al. 2012) and the BaSTI isochrones

(Pietrinferni et al. 2006). These consider various sub-processes in stellar evolution

and are considered to be amongst the most accurate descriptions of stellar evolu-

tion in current use. One BaSTI isochrone version further considers `overshooting'

in which the variability of convection (outside of the Schwarzschild criterion) is

considered. These evolutionary paths are shown in Figure 1.6.

The isochrones used throughout this document are of BaSTI type using scaled-

solar and � -enhanced isochrones without overshooting. The age range of these

isochrones is between 0.03 and 14Gyr in steps of 0.05 dex.

The third and arguably most in
uential ingredient for SSP model creation is the

IMF. The debate regarding the correct IMF to use has been ongoing for decades
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Figure 1.6: Examples of MPA, BaSTI and Padova isochrones of stellar evolution.
Examples are shown for BaSTI isochrones both with and without consideration of
overshooting. Image by S. Charlot.

24



CHAPTER 1

with debate only accelerating in recent times (some of the most widely cited IMF

literature is added here, though there is a staggering amount of literature regarding

this topic. Smith (2020b) provides a comprehensive modern overview) (Scalo 1986;

Kroupa 2001, 2002; Padoan & Nordlund 2002; Chabrier 2003). The choice of IMF

will dictate the distribution of stellar masses used to build SSP models. Variations

in IMF will provide di�ering contributions to the total stellar light from low-mass

stars relative to high-mass stars. During the course of this thesis, all SSP models

will assume a Kroupa model with an IMF slope value of� = 1.3 (Kroupa 2001).

Sections regarding the EAGLE simulations assume a Chabrier IMF (Chabrier 2003).

1.5 Galaxy Simulation

Observational astrophysics can give us physical insights into the properties and

mechanics of galaxies. This is however restricted temporally to a snapshot of the

universe as it is today. We have a sample of exactly 1 Universe, so if we wish to

explore spatial physics of galaxies at z� 0, we have the Milky Way, the few resolved

local galaxies around us, and little else. Of course, higher statistics can be yielded

by looking further a�eld, though as we do, we also look through layers of time and

must be wary about properties that change with galaxy age. Furthermore, the more

distantly we observe, the poorer our spatial resolution, and the more prone we are

to brightness limited biases, giving us samples of only the brightest galaxies in the

younger universe.

The simple solution to this problem is to observe more universes. If we construct

approximations of universes, we can explore them with a `God's eye view', where

time and distance are no limitation. This is where cosmological simulations of galaxy

formation are key. In these simulations we may advance time, sliding through 13.8

billion years of simulated history in an instant to watch galaxies form, collide and

evolve. Furthermore, we may create as many of these simulations as we would like,
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giving us immense statistical resolution. And as we can travel instantly through

these samples, any galaxy can be treated as either local or a distant object.

Unsurprisingly there are limitations in creating a model universe. If the model

universe had the same volume, resolution, and physics as our Universe, it would run

at the speed of time (assuming perfectly e�cient computation). This is also known

as the Universe. Therefore in order to view temporally we must lower the resolution

and approximate the physics. A number of methods are able to achieve this and

these are described below. Whilst these techniques give us good temporal access

to the evolution of a volume of universe, approximations and low resolution have

a trade o� in physicality. This makes it particularly di�cult to simulate physics

that are highly dependent on small scale turbulence such as AGN out
ows and

magnetohydrodynamics (Ragone-Figueroa et al. 2013; Marinacci & Vogelsberger

2015). To treat these di�culties, approximations must be used which can provide

some semblance of the `randomness' attributed to especially turbulence.

Though Moore's Law died in the early 2000's, modern computing has continued

to advance largely through the improvement of load and power leakage on proces-

sors. As such, cosmological simulations are also scaling with an increase in available

computing power. This allows astronomers to work with either higher resolution

or larger volume simulations, which are increasingly revealing surprising aspects of

galaxy formation and evolution.

1.5.1 Simulation Techniques

N-Body simulation is a technique in which virtual particles are ascribed with the laws

of physics. Arguably the �rst N-body simulation was performed by Erik Holmberg

in 1941 in which he placed light bulbs at various intervals, using the propagation of

light as a proxy for gravitational interaction. From this he was able to explore the

properties of interactions between stars in interacting galaxies (Rood 1987).
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In computational N-body simulations, each particle will interact with others

according to physical laws, and move throughout a simulation space physically.

This is advantageous in cosmological simulation, especially for components such

as dark matter (DM), which is expected to only interact through gravity. This

makes it an ideal property to study through N-Body simulation, as the particles

only need to calculate the gravitational force which they impart and experience in

order to simulate physical movements of dark matter. [Note: This methodology

works regardless of the correctness of the dark matter interpretation of the `missing

mass' issue, as the �nal conditions of a galaxy can be well approximated with dark

matter particles, regardless of the validity of the existence of dark matter.] Particles

are assigned initial conditions and densities, and then the simulation is allowed to

run. Small incremental time units are progressed, with the expected motion of each

DM particle updated according to laws of motion imparted on the particles from

every other particle in the simulation.

This pair-wise method is computationally expensive and runs with anO(N 2)

execution time, meaning a parabolic increase in computing time with particle num-

ber. This can be improved however, especially in large volume simulations. One of

the most common and basic ways to improve this is to use a tree algorithm (also

known as a Barnes-Hut algorithm; Barnes & Hut 1986). This uses the assumption

that from the perspective of particles in a central frame, other particles that are at

long distances away, but physically located close together will appear as only a small

angular area. This small area exerts the sum gravitational force of all of those dis-

tant particles. As such, the group of distant particles can be assumed to be a single

particle with the summed mass, reducing computational complexity toO(N log N).

This method works well providing the maximum angular resolution of the particles

is not too large. The smaller this maximum angular resolution, the more accurate

the calculated force, but the slower the computation. Considering this trade-o� is
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key for maximising both the e�ciency and the physicality of a simulation.

Smoothed particle hydrodynamical (SPH) simulations utilise a concept in which

many particles approximate a 
uid. The particles are `smoothed' according to a

smoothing function h, which controls a smoothing length. The smoothing length

adapts so that areas of higher density, and thus higher detail, will have shorter

smoothing lengths compared to less dense areas of lower detail, which will have

longer smoothing lengths. This ensures that dense and detailed regions in a simu-

lation will be treated with high resolution computation, whilst more sparse regions

with little detail can a�ord lower resolution and thus less computing time. The

computational technique of smoothed particle hydrodynamics (SPH) was developed

in 1977 by Gingold, Monaghan and Lucy in order to simulate astrophysical environ-

ments (Gingold & Monaghan 1977; Lucy 1977), but has since been used to simulate

a vast array of mechanical processes, both within astrophysics, and without.

SPH simulations o�er a variety of bene�ts in comparison to purely particle based

simulations. Firstly they are better able to resolve �nely detailed 
uid physics and

complex processes such as feedback, star formation and black-hole growth. This is

something rarely present in purely particle based codes which lack the ability to

track large regions of low density material such as gas present in the interstellar

or intergalactic medium. Considering the importance of many of these processes

for galaxy evolution, SPH models are amongst the most frequently used in galaxy

evolution simulation. Despite this improved description of galaxy processes, SPH

simulation requires signi�cantly more computational power than particle models of

the same resolution. This is often considered a fully worthwhile cost considering

the advantages granted in the form of far more physical �nal conditions. Further

complications arise from assigning complex and poorly understood physics to the

SPH codes. One particular example of this is in the modelling of stellar feedback.

This process is extremely complex and cannot be described well with current 
uid
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models at reasonable resolutions. As such this has to be approximated, and the

strength/process of feedback in simulations is perhaps the most distinct and varying

feature between competing SPH simulations. The computing requirements often

mean that SPH resolution will poorly constrain some 
uid mechanics, especially

features such as 
uid instability and shocks. These shortcomings are being rapidly

improved upon using advanced and increasingly accurate subgrid models, as de�ned

below.

Simulations using SPH come in largely two 
avours; Large Volume, or Zoom-in.

Zoom-in simulations model a large volume of space at very low resolution. They then

pick a smaller area of this volume, zoom in and re-simulate the smaller volume at a

substantially higher resolution, using the low-resolution initial conditions as a guide.

This can be performed multiple times, giving a �nal extremely high resolution view

of a very small volume of space. This is very useful for viewing subgrid processes

such as supernovae or aspects of star clusters, which are usually below the resolution

of non-zoom SPH codes. The downside of this method is it eliminates the high

statistics often associated with cosmological simulations.

In comparison, large volume simulations provide extraordinarily good statistics,

usually with the intention of providing far better statistics than would be available

from volume limited observational samples. These operate at much lower resolution

due to the computational demand, however provide good results for larger systems

such as galaxies and galaxy �laments. To simulate the mechanics that are controlled

by processes smaller than the resolution, subgrid models can be used. These ap-

proximate the output from smaller resolution areas using known averages, without

modelling the true output as a zoom-in simulation would. Though this only approx-

imates the �nal processes, these approximations have advanced to the degree that

they accurately portray many aspects of galaxy formation and evolution.

Resolution vs volume is the dominating factor when judging the usefulness of
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a simulation. On the one hand, a high volume is paramount to reach any statis-

tical certainty in most galaxy studies. Nonetheless, if this is at the cost of a low

resolution, the simulation will match poorly to observational results. One way that

the simulations can be tested in order to con�rm that the resolution is high enough

to capture the galaxy physics is to use a double resolution simulation. In these

usually smaller volume simulations, resolution is increased to at least double and

the simulation re-run. If the �nal product is signi�cantly di�erent to the standard

resolution simulation then the original resolution is not high enough to capture im-

portant physics. If however the double resolution volume appears to be simply a

sub-volume of the original simulation, then the original resolution is successfully

approximating the physics, and resolution does not have to be scaled down.

1.5.2 EAGLE

The EAGLE (Evolution and Assembly of GaLaxies and their Environments) simu-

lations are a suite of cosmological hydrodynamical simulations created with the aim

of understanding the co-evolution of galaxies and supermassive black holes within

a cosmologically representative volume of a standard � cold dark matter Universe.

The simulations were built and run using the extensively modi�ed gadget-3 tree-SPH

code. A description of gadget-3 can be found in Springel (2005) and for a compre-

hensive overview of the full suite of simulations see Schaye et al. (2015); Crain et al.

(2015).

Subgrid feedback parameters were calibrated to ensurez = 0 reproduction of

the galaxy stellar mass function, disc sizes, and the MBH - M � relation. Further

studies make comparisons to other observational properties, showing close matches

(Schaye et al. 2015; Furlong et al. 2015; Lagos et al. 2015). Detailed descriptions

of the calibration procedure and the in
uence of parameter variation are given by

Crain et al. (2015). The EAGLE simulations use a Chabrier initial stellar mass
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function (Chabrier 2003) and were run with a modi�ed version of the gadget-3

smoothed particle hydrodynamics code. The subgrid treatments are well explained

in McAlpine et al. (2016).

The EAGLE suite of simulations have various volumes and resolutions, with the

main suite of simulations using cubic volumes of 25 to 100 comoving megaparsecs

(cMpc). This suite has initial baryonic particle masses ranging from 2.26� 105M �

for the smallest volume simulation, to 1.81� 106M � for the larger volume, with

various intermediate combinations of volume and initial particle mass. Key to the

resolutions of the EAGLE simulations is that it resolves the Jeans scales in the warm

(T ' 104K) ISM for all simulations allowing for accurate modelling of the ISM and

associated processes.

The cosmological parameters of the �CDM environment are gathered from the

Planck Collaboration et al. (2014), with values of 
0=0.307, 
 b=0.04825, 
 � =0.693,

� 8=0.8288, ns=0.9611, h=0.6777, Y=0.248.

1.5.3 Simulated Mergers

Cosmological simulations have lead the �eld in helping to understand the merger

processes of galaxies. The high number statistics as well as ability to trace stars

back to their galaxies of origin has allowed simulations to provide crucial insights

into galaxy mergers, and the impact of such mergers on galaxy growth. To under-

stand such evolution, simulated galaxies at any given snapshot must be linked with

historical merger information in order to understand the e�ects of galaxy collision

and accretion. To do this, galaxy merger trees are utilised.

Merger trees are a record of all galaxies that combined together to form the galaxy

up to a speci�c snapshot. As this analysis can be performed after the completion

of the simulation, these trees will often also include future merger history, such as

which subhalo the viewed galaxy will end up in by z=0. In the EAGLE simulations,
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this is performed using the D-Trees algorithm (Jiang et al. 2014). This tracks the

transfer of particles between halos that are gravitationally self bound. The halo

in a given snapshot that has received the most mass from other candidate halos is

marked as the descendent, and will be considered the main galaxy of the merger.

This can happen with thousands of galaxies over the evolution of a main branch

galaxy, with a single �nal descendant at z=0, but thousands of progenitors. Each of

the progenitor galaxies will also retain information regarding their own progenitors.

This is shown in Figure 1.7 as an overview for one galaxy in the EAGLE simulation.

1.6 Galaxy Observation

Galaxy spectroscopic observation is a key requirement in the study of galaxy evolu-

tion. A harmonious collaboration between observation and simulation is necessary

to mutually constrain and verify theory. Whilst the �eld of simulation has expanded

in line with computational advance, so has the �eld of observation in line with tech-

nological advance.

Over recent decades, one of the most important advances in technology for as-

tronomers studying galaxies has been the advent of large �eld of view integral �eld

spectrographs (FoV& 1 arcminute) (e.g. SAURON at the WHT, GCMS on the

2.7m Harlan J. Smith telescope and MUSE at the VLT, Bacon et al. 2001; Hill

et al. 2008; Bacon et al. 2010). These and similar instruments allow the simulta-

neous measurement of high signal-to-noise spectra across a range of galactocentric

distances, facilitating unprecedented maps of spectroscopically-derived stellar pop-

ulations across galaxies (see e.g. Gu�erou et al. 2016).

Integral Field Spectroscopy has proven particularly useful in exploring galaxy

kinematics and populations. Integral Field Units (IFUs) have provided spatially

resolved maps of galaxies which can be used to diagnose population di�erences and

kinematic e�ects as a result of mergers. This has been shown to be e�ective in
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Figure 1.7: Merger history of an EAGLE galaxy with stellar mass M� =1011M � at
z=0.18, as shown in McAlpine et al. (2016). Colour shows the logarithmic stellar
mass and a solid black line shows the main branch following the most in
uential
subhalo at every snapshot.
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numerous observational cases (see e.g. Gu�erou et al. 2016; Faifer et al. 2017; Ge

et al. 2019).

One of the most well regarded IFUs is MUSE, an� 1x1 arc-minute FoV IFU

with a spectral range of 4560-9200�A. The instrument comprises of 24 individual IFU

units which each receive one horizontal slice of the full FoV. Each of these horizontal

slices are further sliced both horizontally and vertically in each IFU, resulting in 48

slices per spectrograph unit and 1152 �nal slitlets.

Whilst IFUs are able to map resolved galaxies, when it comes to building nu-

merically superior samples, astronomers turn to sky surveys. These surveys have

lower depth and resolution than dedicated targeting instruments, however the vast

number of galaxies that they image can provide many other advantages. The Sloan

Digital Sky Survey (SDSS) (York et al. 2000) is one of the largest digital surveys

and archives available as a public release. Spectroscopic data are available on more

than 3 million objects, with 500 million photometric objects available (as of DR15,

Aguado et al. 2018). Data are collected with the use of a dedicated 2.5m optical

telescope based at Apache Point, New Mexico, USA.

30 2048x2048 CCD chips are placed to drift scan the sky. Drift scanning move-

ment is used instead of regular tracking as a means to eliminate large CCD readout

overheads. Chips are covered with an optical �lter with 6 chips of each �lter. Fil-

ters are de�ned as the SDSS photometric �lters, and are speci�ed as u'=354nm,

g'=475nm, r'=622nm, i'=763nm, z'=905nm (York et al. 2000; Gunn et al. 1998).

As part of the SDSS survey, the Mapping Nearby Galaxies at Apache Point

Observatory (MaNGA) project has been producing spatially resolved spectral sur-

veys of nearby galaxies and has more than 10'000 galaxies mapped (Bundy et al.

2014; Law et al. 2015). This is a powerful tool for galactic archaeology, in which

populations can be mapped spatially across a galaxy.

When studying galaxies, Signal to Noise (SN) is a key data aspect to consider.
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Poor SN will result in equally poor con�dence in results. Despite this, many galaxy

observations will show poor SN and as such, the observations must be binned to a

lower spatial resolution in order to increase SN.

Voronoi binning is a data binning technique in which data are binned into Voronoi

diagram partitions, known as Voronoi cells or bins. Using this method it is possible

to group data on a 2d plane, such that a third parameter sums to a desired minimum

value (� ) within the bin. This is done with maximum e�ciency wherein the area

of the spaxel is at a minimum though still sums to the minimum desired third

parameter value� . The actual �nal summed value of the bin is usually larger than

� and is referred to here as� 0.

One particular use of this method is to group low SN objects to sum to a higher

SN, whilst keeping physical size and mass di�erences between the binned objects at

a minimum, or instead to bin spatial pixels of an image to a lower spatial resolution

but higher SN. Cappellari & Copin (2003) describes three requirements needed to be

satis�ed in order to make the Voronoi tessellation well formed. First is a topological

requirement. Bins should cover the plane in entirety, without overlapping or missing

areas. Second is a morphological requirement in which the shape of the bin has to

be as `round' as possible. In essence, this requires the boundaries of a bin to be at

the minimum distance from the central bin seed, whilst still containing enough data

to sum to � . Third is a uniformity requirement, in which the disparity between� 0

values from bin to bin should be as small as possible. Whilst it is rarely possible to

sum to exactly � , bins should aim to sum to as close to this minimum as possible.

When � 0 is much larger than� (even if the other conditions are satis�ed) then the

uniformity requirement has not been met.
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Accreted Stars in the EAGLE

Simulations

2.1 Remarks

The following chapter includes published work from Davison et al. (2020), with

additions to the published document where appropriate.

2.2 Chapter Abstract

Modern observational and analytic techniques now enable the direct measurement

of star formation histories and the inference of galaxy assembly histories. How-

ever, current theoretical predictions of assembly are not ideally suited for direct

comparison with such observational data. This chapter examines the contribution

of ex-situ stars to the stellar mass budget of simulated galaxies, extending prior

work. The predictions are speci�cally tailored for direct testing with a new gen-

eration of observational techniques by calculating ex-situ fractions as functions of

galaxy mass and morphological type, for a range of surface brightnesses. These

enable comparison with results from large FoV IFU spectrographs, and increasingly
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accurate spectral �tting, providing a look-up method for the estimated accreted

fraction. Furthermore, predictions are provided of ex-situ mass fractions as func-

tions of galaxy mass, galactocentric radius and environment. Usingz = 0 snapshots

from the 100cMpc3 and 25cMpc3 EAGLE simulations, this chapter corroborates the

�ndings of prior studies, �nding that ex-situ fraction increases with stellar mass for

central and satellite galaxies in a stellar mass range of 2� 107 - 1.9� 1012 M � . For

those galaxies of mass M� > 5� 108M � , we �nd that the total ex-situ mass fraction

is greater for more extended galaxies at �xed mass. When categorising non-central

galaxies by their parent group/cluster halo mass we �nd that the ex-situ fraction

decreases with increasing parent halo mass at �xed galaxy mass for the densest

environments. This apparently counter-intuitive result may be due to high pass-

ing velocities within large cluster halos inhibiting e�cient accretion onto individual

galaxies.

2.3 Chapter Introduction

The recent simultaneous advancement of improved observational technology and

stunningly detailed theoretical simulations has signi�cantly expanded and deepened

the scienti�c repertoire available to study galaxy formation.

One of the key insights inferred from large cosmological simulations of galaxy

formation (e.g. the EAGLE, Illustris, Horizon-AGN, and Fire simulations; Dubois

et al. 2014; Hopkins et al. 2014; Vogelsberger et al. 2014; Crain et al. 2015; Schaye

et al. 2015) is that galaxies (particularly massive elliptical galaxies) undergo a `two-

phase' process of assembly (see e.g. Oser et al. 2010), in which they initially form a

relatively compact core of stars formed in-situ in the main progenitor from infalling

cosmological cold gas and gas returned to the ISM by stellar evolution. Following

this period (at z . 3, Oser et al. 2010) simulations indicate continuing accretion

of stars from smaller galaxies outside of the virial radius via mergers and tidal
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stripping, resulting in a build up of ex-situ stars. These simulations indicate that

the ex-situ fraction is a strong function of the mass and formation history of the

galaxy, with galaxies of M� =109 M � being almost entirely composed of stars formed

in-situ, while in contrast � 90% of the stellar mass of the most massive galaxies (M�

> 1.7� 1011 M � ) can have originated in previously distinct progenitors (Oser et al.

2010; Lackner et al. 2012; Rodriguez-Gomez et al. 2016; Pillepich et al. 2018).

Observational evidence has accumulated to support the two-mode scenario of in-

situ and ex-situ stellar assembly from a variety of sources. The most obvious is the

observation that many galaxies, if not most, including our own Milky Way, exhibit

streams of stars attributable to the remains of tidally disrupted dwarf galaxies (see

e.g. Belokurov et al. 2006; Mart��nez-Delgado et al. 2008; Jennings et al. 2015; Hood

et al. 2018). Examination of the distribution and orbits of globular clusters (GCs)

has shown that the two GC sub-populations typically found around massive galaxies

can be associated with the two phases; metal-rich GCs with the in-situ burst of

formation in the main progenitor, and metal-poor GCs with the later accretion of

lower mass galaxies hosting lower metallicity GC systems (e.g. Forbes et al. 2011;

Romanowsky et al. 2012; Pota et al. 2015; Beasley et al. 2018; Kruijssen et al. 2018;

Fahrion et al. 2020). Investigations of the radial gradients of stellar populations in

massive early-type galaxies shows that the outskirts of such galaxies are composed

of older, lower metallicity, alpha-enhanced stars indicative of accretion from lower

mass progenitors (e.g. Greene et al. 2012; La Barbera et al. 2012; Martin et al.

2018). The same mode of galaxy assembly has also been suggested by independent

observational means such as supermassive black hole growth (Krajnovi�c et al. 2018).

Finally, observations indicate that at earlier epochs galaxies were considerably more

compact than galaxies of comparable mass today, an observation that can in part

be explained by the later addition of accreted stars to the outer regions of galaxies

(van der Wel et al. 2014; van Dokkum et al. 2014).
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Recently, observational technology and analytical techniques have advanced suf-

�ciently that the opportunity now exists to infer in detail the star formation and

mass assembly histories of galaxies on an individual basis. This advancement is

largely due to three developments:

1. The advent of integral �eld spectrographs with a large �eld of view (& 1 ar-

cminute) (e.g. SAURON at the WHT, GCMS at the 2.7m Harlan J. Smith

telescope, KCWI at Keck, and MUSE at the VLT, Bacon et al. 2001; Hill

et al. 2008; Bacon et al. 2010). These and similar instruments enable the

simultaneous measurement of high signal-to-noise spectra out to large galac-

tocentric distances, delivering unprecedented spatially-resolved measurements

of spectroscopically-derived stellar population parameters across galaxies (see

e.g. Gu�erou et al. 2016; Mentz et al. 2016).

2. The development of full spectral �tting methods (e.g. pPXF, STARLIGHT,

VESPA etc; Cappellari & Emsellem 2004; Cid Fernandes et al. 2005; Tojeiro

et al. 2007; Cappellari 2017) to extract temporally resolved star formation

histories from the integrated light measurements made by spectrographs (see

e.g. Onodera et al. 2012; Norris et al. 2015; Ferr�e-Mateu et al. 2017; Kacharov

et al. 2018; Ruiz-Lara et al. 2018, for demonstrations of the application of this

approach).

3. The development of techniques to use the information provided by the full star

formation and chemical enrichment histories provided by 2) to infer galaxy ac-

cretion histories (Boecker et al. 2020b; Kruijssen et al. 2019) or to provide

additional constraints on assembly history in combination with kinematic in-

formation (e.g. a population-dynamical approach; Poci et al. 2019).

In order to aid the understanding of the huge quantity of information provided

by the combination of these technologies and techniques, it is necessary to have more
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detailed predictions from simulations with which to compare to the observations. To

date, most studies of the assembly histories of galaxies have focused on examining

the underlying physics from a more theoretical direction (e.g. Oser et al. 2010;

Rodriguez-Gomez et al. 2016; Qu et al. 2017). In this chapter we use the EAGLE

simulations to develop predictions for the fraction of stars that formed in-situ and

ex-situ, in terms of observable quantities most useful to observers e.g. galaxy stellar

mass, galaxy type (roughly early or late type), environment (speci�cally halo mass),

and most usefully, surface brightness. This study therefore builds on that of Qu

et al. (2017) whose analysis of EAGLE found that typically, galaxies of mass M� <

1010:5M � assemble less than 10% of their mass from ex-situ sources, whilst those of

M � > 1011M � typically exhibit ex-situ mass fractions of� 20% (though with a large

scatter in these values).

This chapter is organised as follows. In Section 2.4 we describe the EAGLE

simulations we are utilising, as well as the methodology for classifying star particles

as in- or ex-situ. In Section 2.5 we present the results of our investigation into the

dependence of in- and ex-situ mass fractions as functions of various observable prop-

erties of galaxies, and of galactocentric radius. Furthermore we provide tabulated

data for use when comparing to observational studies. In Section 2.6 we discuss

some of the implications of our results in light of expectations and previous studies.

Finally in Section 2.7 we provide some concluding remarks.

2.4 Methodology

2.4.1 Simulations Overview

For the present work we focus on two simulations, Recal-L025N0752 (hereafter

Recal-025) and Ref-L0100N1504 (hereafter Ref-100). The Ref-100 simulation is a

periodic volume, 100cMpc on a side, realised with 15043 dark matter particles and
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an initially equal number of gas particles, described as `intermediate resolution'.

The resultant initial baryonic particle mass is 1.81x106M � ; the dark matter parti-

cle mass is 9.70x106M � ; the gravitational softening length is 2.66ckpc (co-moving

kiloparsecs) limited to a maximum proper length of 0.7pkpc (proper kiloparsecs).

Recal-025 is the higher resolution of the two simulations and the parameters

of the Recal model were re-calibrated to achieve a similarly good match to the

observational data as the Reference model. This simulation is 25cMpc on a side,

realised with 7523 dark matter and gas particles. The resultant initial baryonic

particle mass is 2.26x105M � ; the dark matter particle mass is 1.21x106M � ; the

gravitational softening length is 1.33ckpc limited to a maximum proper length of

0.35pkpc.

For our analysis we focus on the �nalz = 0 snapshots for both simulations, where

the simulated galaxies are comparable to local galaxies (see e.g. Schaye et al. 2015;

Trayford et al. 2015). These speci�c simulations are chosen for their complementary

ability to adequately resolve the formation of lower mass (M< 109 M � ) galaxies

(Recal-025), and to provide su�cient statistics on the properties of rarer high mass

galaxies (Ref-100). We limit our analyses to only those galaxies which contain a

minimum count of > 500 bound stellar particles atz = 0, to ensure reasonable

sampling errors on derived properties.

2.4.2 In/Ex-Situ Classi�cation

The classi�cation of any simulated star (or dark matter) particle as `in' or `ex'-situ

is a matter of some debate in the literature, with several schemes implemented to

date (see e.g. Oser et al. 2010; Pillepich et al. 2015; Rodriguez-Gomez et al. 2016;

Qu et al. 2017; Clauwens et al. 2018; Monachesi et al. 2019). In this current work

we implement a scheme to classify each particle as described below.
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In common with most modern cosmological simulations, the EAGLE simula-

tions track galaxy merger histories by post-processing halo and subhalo catalogues

to produce `merger trees'. The structures are connected at di�erent epochs using

the D-Trees algorithm (Jiang et al. 2014) which tracks linked particles to identify

progenitors and descendants. As galaxies merge, the total mass of each branch

forming that galaxy is summed, and the larger branch mass is de�ned as the `main

progenitor'.

In our scheme, the subhalo that an initial gas particle is a member of (if any) in

the snapshot immediately before conversion to a star particle is identi�ed. Following

this, the unique identi�er of that progenitor, as determined by the merger tree, is

assigned to the particular star particle. If the particle happens to be unbound at

that snapshot, the earliest snapshot after star formation in which the particle resides

in a subgroup as a member is de�ned as its host.

We then compare the particle progenitor identi�er to the identi�er of the subhalo

the particle is a member of atz = 0. If the subhalo at the snapshot prior to star

formation is in the main branch of the �nal galaxy, the particle is considered in-situ.

If the progenitor galaxy is not in the main branch it is de�ned as ex-situ.

The result is that each of the particles comprising a simulated galaxy atz = 0

has a 
ag denoting the nature of its origin. This is performed for all particles

and data can be limited to a chosen aperture as usual along with other properties.

In addition to this 
ag, and to the standard properties recorded for each EAGLE

particle in its snapshot (e.g. stellar mass, metallicity, coordinates); we also calculate

the distance from the galaxy centre (de�ned by the position of the minimum of

the gravitational potential, itself the position of the most bound particle) for each

particle. From this information it is trivial to compute spherically averaged stellar

half-mass radii (r1=2). This can be achieved simply by summing stellar particles in

order of absolute distance to the galaxy centre until half the total mass within a
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chosen aperture (in this study, 100pkpc) has been reached. Using this information

it is then possible to search for correlations between in/ex-situ fraction and a host

of �nal galaxy properties.

Combining the status of the particle origin with other EAGLE particle proper-

ties allows us to mask to in-situ or ex-situ stars. We use this to examine ensemble

properties as a function of radius, stellar mass and halo mass for individual galaxies.

Figure 2.1 shows a single high mass galaxy where we have divided the stellar compo-

nents by both origin and galactocentric distance to demonstrate the Age-Metallicity

relations of these populations.

2.4.3 Galaxy Properties and Classi�cation

A further property that is of interest to observers is the morphological type of galaxy

under study. This is especially true in this work as morphological transformation

has long been thought to be related to merger history (see e.g. Querejeta et al. 2015;

Martin et al. 2018), and in fact the addition of ex-situ stars is suggested as the main

mode of mass assembly for large early-type galaxies (Martin et al. 2018).

Using the co-rotational stellar energy parameter� co made available as part of the

EAGLE data release (see e.g. Thob et al. 2019) for each galaxy in the simulations,

we separate galaxies into the `blue sequence' of disky starforming galaxies (� co > 0.4

) and `red sequence' of more spheroidal passively evolving galaxies (� co < 0.4 ) as

advocated by Correa et al. (2017). The method is based on earlier development in

Sales et al. (2010) in which rotational energy is quanti�ed as the fraction of kinetic

energy invested in ordered rotation. However the Correa et al. (2017) method instead

uses co-rotational energy, de�ned as:

� co =
K rot

co

K
=

1
K

X

i;L z;i > 0

1
2

mi

�
L z;i

mi Ri

� 2

(2.1)
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Figure 2.1: The age-metallicity plane for a single massive (M� = 4.5 � 1011 M � )
EAGLE galaxy, separated by in and ex-situ populations, as well as the location of
stars inside or outside of the half-mass radius. Metallicity was calculated using the
stellar particles only, assuming Z� =0.012 for consistency with yields from the wider
EAGLE project. The percentage share of the total galactic stellar mass is provided
in the lower left corner of each panel. Colour demonstrates point density of particles
within a bin, and is normalised to 1 individually for each panel. As can be seen for
this galaxy ex-situ stars dominate at all radii, but especially outside the half mass
radius.
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where (Lz;i > 0) de�nes all co-rotating stellar particles within 100 pkpc of the galactic

centre, and Ri is the 2-dimensional radius in the plane normal to the rotation axis.

This is shown to be e�cient in classifying galaxies in the EAGLE simulations (Correa

et al. 2017).

As an independent check of this morphological classi�cation we also apply a

separation based on speci�c star formation rate (sSFR). By plotting stellar mass vs

sSFR for the EAGLE galaxy sample, a boundary sSFR of 0.01 Gyr� 1 is found to

e�ectively separate the blue sequence and red sequence. Applying this selection only

alters the classi�cation of 6.35% of galaxies, relative to the� co selection, leading to

no signi�cant changes of any of our �ndings. Therefore, to maintain consistency with

other studies using EAGLE simulations we use the� co classi�cation in all further

analyses.

2.4.4 The EAGLE Galaxy Sample

The histogram in the upper panel of Figure 2.2 shows our �nal sample of EA-

GLE galaxies. Sharp discontinuities in the apparent distribution of galaxies are the

result of the previously described lower particle limit of 500 stellar particles per

galaxy. This equates to a minimum stellar mass within 100pkpc of 4.01x107M �

and 3.48x108M � at z = 0 for the Recal-025 and Ref-100 simulations respectively.

The most massive galaxies in the two samples have mass 1.12x1011M � (Recal-025)

and 1.93x1012M � (Ref-100). As can clearly be seen, the Recal-025 and Ref-100

simulation sample di�erent parts of the mass distribution, owing to their di�ering

resolutions and volumes. Recal-025 provides high numbers of low-mass galaxies

in the range � 107:5 M � -109:5 M � , with the Ref-100 simulation taking over (with

overlap) to provide galaxies in the range� 108:5 M � -1012 M � . Though Recal-025

provides some small number of galaxies of mass> 109:5 M � , the fraction is barely

noticeable compared to those provided by Ref-100.
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The lower two panels of Figure 2.2 show the distribution of objects across the

mass-size plane. The half-mass radius is determined following the prescription pro-

vided in Section 2.4.2. These panels display observational best �t lines from Lange

et al. (2015) produced for the Galaxy And Mass Assembly (GAMA) survey, in

which M � - r1=2 relations are built for `red' and `blue' sequence galaxy samples using

a double power-law function described by Shen et al. (2003)

r1=2 = 

�

M ?

M �

� � �
1 +

M ?

M 0

� � � �

: (2.2)

We choose to overplot the K-band �ts due to the fact that the K-band has

been shown to be a good stellar mass tracer due to its relative insensitivity to both

extinction and the e�ects of young hot stars which bias mass-to-light measurements

in the optical (e.g. McGaugh & Schombert 2014; Norris et al. 2016). Hence we expect

that K should provide the closest match between the simulations which output stellar

mass, and the observationally inferred values. The parameters for Equation 2.2 are

provided in Shen et al. (2003) for K band. For the blue sample, these parameters

are 
 = 0.1, � = 0.16, � = 1.00 and M0 = 33.62� 1010M � . Parameters for the red

sample are
 = 0.12, � = 0.1, � = 0.78 and M0 = 2.25� 1010M � .

As Figure 2.2 demonstrates, the simulated galaxies appear to be slightly more

extended at �xed mass than real galaxies. This has a number of potential expla-

nations. One is the result of over-e�cient feedback within the EAGLE simulations

(see e.g. Crain et al. 2015) which moves galaxies of �xed M� into haloes of higher

M200 (Mass within an aperture of 200kpc) potentially extending the galaxies. A

second explanation is described in Ludlow et al. (2019), wherein if a simulation

contains particle species of di�ering mass (such as the lower mass baryonic and

higher mass dark-matter particles in EAGLE), 2-body scattering can be arti�cially

in
ated. This occurs when higher mass species e�ectively transfer kinetic energy

to lower mass species, arti�cially raising their energy. This may contribute to the
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greater extent of the EAGLE galaxies compared to observation that we see in Figure

2.2, especially in lower mass galaxies.

2.4.5 Summary of Other Quantities

Units and conversions are kept consistent with prior EAGLE analysis works. An

aperture of 100pkpc is considered for all objects unless otherwise stated. This en-

sures that galaxies of M� > 1011M � are properly considered, as demonstrated in

�gure 4 of Schaye et al. (2015). For subhalo mass units, only the baryonic stellar

component is used; however when analysing halo mass (such as in section 2.5.1.3)

we use the total mass within the corresponding group Crit200 radius, where group

Crit200 de�nes the radius at which mass is equal to 200 times the critical mass of

the universe.

In order to use the EAGLE simulations to provide robust predictions for obser-

vational studies, we provide estimates of the ex-situ mass fraction as a function of

more readily observable quantities. To achieve this, each simulated galaxy is anal-

ysed to determine the ex-situ fraction as a function of visual (i.e. V-band) surface

brightness. The results of this are discussed in Section 2.5.2.2

To estimate surface brightness quantities, galaxies are projected in the xy plane,

e�ectively randomising the viewing angle relative to the observer. This is intended

to give an accurate representation of galaxies compared to real observing conditions.

Each galaxy is set at a �ducial distance of 16.5Mpc (the approximate distance to

the Virgo cluster). Following this, the luminosity of each particle is calculated by

matching each to interpolated stellar mass-to-light relations built from the single

stellar population models of Maraston (2005).

Derivation of projected ellipticity is completed using the formulae described by

Lagos et al. (2018). Here, r-band luminosity is used to calculate the projected

ellipticity by:
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Figure 2.2: Origin of all objects used in subsequent mass size plots. The upper
panel shows a histogram of the mass distribution of simulated galaxies across the
(log10) stellar mass axis. The centre and lower panels show the same distribution in
the mass-size plane, with objects separated into Red sequence and Blue cloud pop-
ulations, using the� co parameter (see section 2.4.3). The radius shown is projected
half mass radius, averaged over the three orthogonal projections. Fit lines show the
double power law mass-size trend of the observed galaxy population in K-band, as
described in Lange et al. (2015). A similar �gure for only the Ref-100 simulation
can be found in Furlong et al. (2016) with comparison to measurements from van
der Wel et al. (2014) and Shen et al. (2003).
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� = 1 �

r
b2

a2
(2.3)

Where,

a2 =
�x2 + �y2

2
+

s �
�x2 � �y2

2

� 2

+ �xy (2.4)

b2 =
�x2 + �y2

2
�

s �
�x2 � �y2

2

� 2

+ �xy (2.5)

And,

�x2 =
P

i L i x2
iP

i L i
(2.6)

�y2 =
P

i L i y2
iP

i L i
(2.7)

�xy =
P

i L i x i yiP
i L i

(2.8)

In which L is the r-band luminosity, and x and y are the particle coordinates in

the projected frame (with the centre of the galaxy set to 0,0). The position angle of

the elliptical �t is given by:

� P A =
1
2

tan � 1

�
2 �xy

�x2 � �y2

�
(2.9)

Adaptive bins measure the luminosity of each galaxy from the centre outwards.

Particles are binned in order of distance (weighted by ellipticity) from the centre,

with every 75 particles justifying a new bin. Area and the sum of the luminosity of

particles within each bin is calculated, allowing us to build a luminosity pro�le across

the galaxy. Ellipse major axis positions, corresponding to the mid-point between

integer magnitudes, are read from the luminosity pro�le (e.g., choosing inner and

outer elliptical radii of 22.5 and 23.5 magnitudes for a magnitude of 23). With

these boundaries we de�ne new concentric elliptical bins with the total luminosity
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of particles contained in a bin providing magnitudes per square arcsecond. Using

the previously described ex- or in-situ classi�cation of each particle, we can then

determine the ex-situ fraction at any desired surface brightness value.

This method is detailed in Figure 2.3.

2.5 Results

2.5.1 Ex-situ Fraction as a Function of Galaxy Properties

2.5.1.1 Ex-situ Fraction as a Function of Galaxy Mass

In order to examine the reliability of our methodology, we �rst examine the depen-

dence of ex-situ fraction on various other properties. This allows us to compare to

the results of previous studies, and therefore provides con�dence in the reliability of

our later predictions.

Figure 2.4 displays the stellar mass dependence of the ex-situ fraction for our

EAGLE sample along with a selection of other literature sources. The layout follows

that of Figure 3 of Rodriguez-Gomez et al. (2016) in which the same analysis is

performed on simulated galaxies from the Illustris simulations (Genel et al. 2014;

Vogelsberger et al. 2014; Nelson et al. 2015).

As can be seen in Figure 2.4 our sample exhibits the same overall trend as

found by previous studies (Oser et al. 2010; Rodriguez-Gomez et al. 2016; Qu et al.

2017; Clauwens et al. 2018), in that ex-situ fraction increases with increasing galaxy

mass. In common with Qu et al. (2017), we �nd that EAGLE galaxies display

systematically higher ex-situ fractions than Illustris (Rodriguez-Gomez et al. 2016)

at all stellar masses, though the two samples are consistent within their mutual

scatters. IllustrisTNG displays almost identical results as EAGLE at high mass

(> 2� 1011 M � ) (Tacchella et al. 2019). Our sample also displays only marginally

lower ex-situ fractions at �xed mass than either Oser et al. (2010) or Clauwens
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